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This technical note describes performance impact indicators for Network 
Data Management Protocol (NDMP) index processing overhead on the 
NetWorker® index database. The tests described in this technical note 
prove that NDMP index commit is not exponential, but is in fact linear, 
despite number of files in a data set. 

More details on NDMP and the NetWorker software are available in the 
EMC NetWorker Version 7.6.2 Administration Guide, and the EMC 
NetWorker Release 7.6.2 Performance Optimization Planning Guide. 
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Terminology 

NAS (Network Attached Storage) - NAS is an addition of disk drives 
and PC servers to existing networks to increase storage space.
NAS appliances run a highly efficient operating system, typically
with built-in support for multiple networking protocols, which 
has been optimized for serving files on the network. An appliance 
communicates by using Network File System (NFS) for UNIX/Linux 
environments, Common Internet File System (CIFS) for Microsoft 
Windows environments, FTP, http, and other networking protocols 

NDMP (Network Data Management Protocol) - NDMP is an open protocol 
used to control data backup and recovery communications between primary 
and secondary storage in a heterogeneous network environment. By 
cleanly separating the data path from the control path, NMDP minimizes 
demands on network resource. 

NDMP file history - During the backup, the NDMP Data Server sends 
the metadata information to the NetWorker software. At the end of the 
backup, this metadata is further processed by the NetWorker processes 
(nsrndmp_2fh and nsrdmpix) to generate index database. 
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NDMP file history processing 

The NDMP backup workflow for file history processing is the following: 

1. Back up data to the backup media. 

2. Generate the index catalogue for use by NetWorker when the 
backup completes. 

In the NDMP backup workflow, the backup data always travels between 
the NDMP Data Server and the NDMP Tape Server (local or remote). 
NetWorker, as a Data Management Agent (DMA), only monitors the 
data movement, and receives the metadata and handling error 
conditions. 

During the backup, the NDMP Data Server sends the metadata 
information to NetWorker (DMA). At the end of the backup, this
metadata is further processed by NetWorker binaries (nsrndmp_2fh and 
nsrdmpix) to generate index database. The index catalogue generation 
does not happen in parallel with the backup operation, it begins at the 
end of the backup.  

The overhead involved in processing the file history to the NetWorker 
catalogue database depends on the number of files in the NDMP saveset.  
This document addresses the performance impact while processing the 
file history from the NDMP Data Server to the NetWorker index 
database. NDMP performance, sizing the hardware for NDMP backup is 
not in the scope of this document. 
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NDMP index process workflow 
The basic index generation workflow is illustrated in Figure1: 

 

` 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 1: NDMP index process workflow 

Details of the NDMP workflow include: 

 Metadata in the form of file history is sent to NetWorker (DMA) 
through the control path. 

 nsrndmp_save receives the file history over the control connection 
with the Data Server and populates a temp file. The temp file is read 
and processed in parallel by nsrndmp_2fh in the form of a B-Tree on 
disk. 

 Spawn nsrdmpix when nsrndmp_2fh completes, nsrdmpix reads 
from the B-Tree on disk, and commits indexes to the indexdb for 
browsing capability. 
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Test observations 

This section describes the performance observations based on both file 
sorting, and file processing time. 

File sorting 

The file sorting time increases exponentially with increase in number of 
files in a data set as illustrated in Figure 2. 

 

Figure 2: NDMP file history sorting time  

File processing 

File history is processed by NDMP at the end of the backup operation, 
rather than during the backup. The file history processing time is linear 
despite the number of files in the data set, as illustrated in Figure 3. 
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Figure 3: NDMP file history processing time 

 File history processing time depends on other storage system factors. 
For example: 

 The RAID type 
 The number of disks being configured 
 The cache size 
  The type of file system for hosting /nsr/index and 

/nsr/tmp 
 file history processing creates a significant I/O load on the backup 

server, and increases requirements by 100-120 IOPS during 
processing. If the minimum IOPS requirements are not met, file 
history processing can be significantly slower. 

NDMP index processing and memory requirements 

This section describes the index processing and memory requirements 
and other information about NDMP backups that use NetWorker 
software.  

Index database 

During an NDMP backup, the NDMP data server sends the file history 
metadata information to the NetWorker server. The nsrndmp_2fh binary 
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starts processing the file history metadata immediately. The generation 
of the index database occurs at the end of the backup by the nsrdmpix 
binary. The file history metadata processing scales linearly with the 
increase in the number of entries (files) in the file system (save sets).  

Especially during failover of a clustered NetWorker environment, if 
NDMP indexing is interrupted, the following results occur: 

• The nsrdmpix binary will not automatically restart.  

• The generation of the index database may be incomplete.  

• This means that a file-by-file recovery will not be possible.  

• A save set recovery may still be performed. 

Memory requirements 

The nsrndmp_2fh and nsrdmpix binaries interact with the raw database, 
instead of virtual memory, to process the file history metadata. Memory 
requirements for this process are minimal. 

Temporary space required during backup 

To determine the required physical space for the default \nsr\tmp 
directory per file entry, use this formula: 

2 * (144 + average filename length) * number of entries in the file system 

During NDMP file history processing /nsr/tmp is extensively used for 
creating the file history file and the B-tree file. The file history file is 
removed after the B-tree file finishes, and is removed when indexdb 
completes. Therefore, at any time during the processing, double the 
space is required. 

Calculating temporary space requirements 

For one million file entries with an average filename length of 128, the 
required temporary swap space is computed with this formula: 

2 * (144 + 128) * 1,000,000 = 544 MB approximately 

Changing the location of the temporary space directory 

To change the location of the temporary space directory, provide a valid 
directory name as a value to the NSR_NDMP_TMP_DIR variable: 

 Change the application information in the Client window. 

 Set an environment variable.  

 This change moves the creation of the temporary files to that 
directory. 
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Potential error messages 

This section identifies potential errors that might occur during NDMP 
index processing: 

 If a backup or recovery fails due to an inadequate amount of 
swap space, error messages similar to the following appear: 

Failed to store index entries 

 When the nsrndmp_2fh binary runs out of temporary space, this 
error message appears: 

IO_WritePage write failed - No space left on 
device (28): No space left on device 

 The communication error between nsrndmp_save and 
nsrndmp_2fh results in this error: 

error in reading the FH entries from save 
through stdin 

Test results 

The following table provides the response time by server in various 
NDMP operations. 

#  of files 
(million) 

File history 
sort time 
(seconds) 

File history 
process time 
(minutes) 

Maximum 
IOPS during 
backup 

Average IOPS 
during backup 

Maximum 
IOPS during 
NDMP index 
commit 

Average IOPS 
during NDMP 
index commit 

10.2 10 21         

20.2 21 39         
30.4 240 62 4 2 195 111 
40.4 255 83 12 4 141 106 
50.4 324 106 13 4 293 107 
61.5 516 132 13 4 231 107 

Note: file history processing time includes B-tree creation to index conversion 
time. The backup may have completed writing to tape but NDMP save waits 
for all index commits to finish. If actual backup time is 6 hours, and NDMP 
index processing time is 2 hours then total backup time is. 6+2 hours. 
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Conclusion 

NDMP index processing overhead depends on number of files backed 
up in data set. NetWorker efficiently sorts the file history, and index 
processing to allow both browse and single file restore. The NDMP index 
processing time scales linearly despite the number of files in the NDMP 
data set. There are future plans to further improve index processing by 
completing it during the backup, rather than post backup. 

Test configuration 

NDMP file history processing overhead depends on the number of files 
in the NDMP save set. NAS file servers hold huge amounts of data 
including, file systems with hundreds of millions of files in a single 
volume. File history processing for such a high density file system is very 
time consuming, and is dependent on the integrity of the backup server.  
NDMP file history processing time by NetWorker scales linearly as the 
number of files increases in NDMP save sets.   

These tests measure the NDMP index processing time by linearly 
increasing the number of files in the NDMP data set. The data set used 
had millions of files with varied sizes, 0 KB to 10 KB. The number of files 
in a single data stream varied from 10 million to 61.5 million files. 

The NDMP backup was performed from an EMC® Celerra® NS 48 to a 
non-NDMP device configured on the NetWorker server by using the 
Data Server Agent (DSA) technique. 

Note: The NDMP backup can be to a device attached to the network area 
storage (NAS) filter itself (an NDMP device), or over the network to a device 
attached to the NetWorker server or storage node. This is the DSA technique.  
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NetWorker version : NetWorker 7.6.1  

NetWorker server : Windows 2008 R2  

Hardware : 12 GB RAM, 2 dual core processors, each with 
3.0 GHz 

NetWorker install path : RAID-0 from an EMC® CLARiiON® CX240 

Backup device  : AFTD from EMC CLARiiON CX240 (RAID-0 
LUN) 

Number of save sets : 1  

Note: The network file system (NFS) exported volumes with millions of files 
added during each backup. 
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